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Abstract. Federated learning is an emerging collaborative machine-
learning paradigm for training models directly on edge devices. The
data remains on the edge device and this method is robust under real-
world edge data distributions. We present a new asynchronous federated-
learning algorithm (‘asynchronous federated learning’) and study its con-
vergence rate when distributed across many edge devices, with hard
data constraints, relative to training the same model on a single device.
We compare asynchronous federated learning to an existing synchronous
method. We evaluate its robustness in real-world situations; for example,
devices joining part-way through training or devices with heterogeneous
compute resources. We then apply asynchronous federated learning to a
challenging geospatial application, namely image-based geolocation us-
ing a state-of-the-art convolutional neural network. Our results lay the
groundwork for deploying large-scale federated learning as a tool to au-
tomatically learn, and continually update, a machine-learned model that
encodes location.

Keywords: Federated learning · Asynchronous communication · Het-
erogeneous computation · Image-based geolocation.

1 Introduction

In the currently prevailing approach to machine learning on edge devices, where
sensor data is collected, the training data is transferred to a data centre, where
the models are trained and housed. During model inference, the input data is
transferred to the data centre, and the prediction is sent back to the edge device
collecting the data. An alternative approach is to perform inference directly
on the edge device [2]. Although this approach has the advantage of reducing
latency, cost, and bandwidth, it requires sufficient input data to be transferred in
order to train the model. Furthermore, shifts in the underlying data distribution
via concept drift or learning from rare outliers requires a process to continually
collect data, retrain the model, and upload the model to the edge device. The
ongoing transfer of user data poses a significant risk to users’ privacy.
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This privacy risk has motivated work to learn directly on edge devices without
transferring the data off the device. However, a model trained on a single edge
device is unlikely to effectively generalize as the data collected on the edge is non-
independent and identically distributed (non-i.i.d.) [7]. Worse, the distribution
of data is likely unbalanced and, thus, devices may have orders of magnitude
different data at their disposal [7].

An emerging solution, federated learning, allows for input data to stay on
each edge device but pools the combined knowledge across devices regularly [7].
It is stable under non-i.i.d. and unbalanced input data distributions and can be
applied to a wide class of learning algorithms train-able via gradient descent
[3, 6, 7]. A recently proposed algorithm, federated averaging [7], synchronously
aggregates the parameters during training via a parameter server to learn a
communal model while minimizing the number of communication rounds [7].
The parameters are weighted by the number of data points per device. For each
communication round, a sub-sample of devices participates in the round. The
communication round proceeds as fast as the slowest device and, as a result,
this approach is susceptible to the straggler effect. Furthermore, the impact of
constraining data on the edge device, without shuffling data between devices as
in a data centre, has not been explicitly evaluated. And real-world effects were
not considered, such as devices joining mid-way through training or devices with
heterogenous compute resources. Finally, extending federated learning beyond
relatively small neural networks has not been demonstrated.

Our Contribution In order to handle real-world scenarios where devices ran-
domly leave or rejoin the training process, and where the update rates of edge
devices can vary substantially, we ask whether the synchronous condition of the
federated learning algorithms can be relaxed. This builds on previous work on
asynchronous gradient descent [5]. Specifically, we make these contributions:

1. We examine the performance degradation caused by imposing hard data
constraints on edge devices compared to the case where the training occurs
on a single device.

2. We propose an asynchronous aggregation scheme for federated learning. We
compare its performance to the baseline synchronous federated-averaging
algorithm [7]. We show its viability and robustness to real-world situations
where devices join partway through training or train at different speeds.

3. We present an application of federated learning for end-to-end localization,
without an explicit map, using a state-of-the-art convolutional neural net-
work.

Algorithm We consider a supervised-learning problem with the data parti-
tioned onto k edge devices B1, · · ·, Bk. Each device fetches the latest global
parameter, θgn and updates its local parameters θkn at time n+ 1 by training on
E local epochs with learning rate α and, ∀k,

θkn+1 ← θgn − α
∂hk
∂θkn

∣∣∣∣
θgn

(1)



Asynchronous Federated Learning for Geospatial Applications 3

where hk(x, y, θ) is the model loss function for input x and label y.

After the local training, which can involve multiple epochs of the local data,
the edge device’s parameters are sent to the central parameter server. The param-
eter server then immediately aggregates the model parameters without waiting
for any other edge devices and then returns the aggregated parameters to the
device

θgn+1 ← (1− ηk)θgn + ηkθkn+1 (2)

where aggregation weight ηk, in general, is a function of device-specific meta-
parameters (number of data points, time since last update, local training loss,
etc.). We found that, with the datasets examined here, a constant aggregation
weight on the order of 0.1, independent of the number of data points per device,
struck the right balance between stability and convergence speed. Note there are
no limits on the relative contribution of the different edge devices. Nor is it clear
what conditions need to be satisfied to guarantee convergence. Surprisingly, we
demonstrate below that this update mechanism does converge and, furthermore,
that it is robust not only to non-i.i.d. and unbalanced data distributions across
devices, but it can also handle realistic device failures.

2 Results

Experimental setup We initially evaluated the algorithms on two datasets,
MNIST and CIFAR-10. We used two two-layer convolutional neural networks
followed by two fully-connected layers (total parameters 169 510 and 576 790,
respectively). To simulate a non-i.i.d. distribution on the edge devices, we parti-
tioned the data such that there were only two unique data labels per device [7].
The data points for edge device k were sampled from a symmetric Dirichlet
distribution, parameterized by a concentration term λ, and with marginal dis-
tribution Xk ∼ Beta(λ,Kλ− λ) where K is the number of edge devices. When
λ → ∞, the distribution tends to 1/K and, when λ → 0, all the probability
mass is concentrated in one device.

We simulated 100 edge devices communicating with a single parameter server.
Edge devices were developed with Torch/PyTorch. At start up, each device down-
loaded a disjoint partition of the data. An additional edge device functioned as
a test device that regularly checked the accuracy of the global model against the
test dataset. All of the components sent their metrics to a shared storage system
in the cloud. Upon experiment termination, an Apache Drill-based tool auto-
matically summarized the results of the experiment. We ran the components
as Docker containers on an AWS cluster composed of one r4.16xlarge virtual
machine (VM), which we call the master node, and 30 r4.2xlarge VMs, which
we call worker nodes. We used Docker Swarm to allocate the containers and
assign memory constraints to the edge devices. In particular, the master node
executed the swarm manager and hosted an instance of the parameter server and
a test-device container. Each worker node ran up to four edge-device containers
in parallel.
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A B

Fig. 1. Comparison of single-node training (all data on one device, with shuffling be-
tween epochs) and data distributed on edge devices with no data shuffling between
epochs. For the unbalanced experiments, λ = 1. A MNIST dataset B CIFAR-10 dataset

Convergence relative to single-node training We examined the conver-
gence rates of training with asynchronous federated learning. Figure 1 compares
the number of epochs as a function of test accuracy using the standard test sets
defined for the MNIST and CIFAR-10 datasets. In the multi-node experiments,
the ordering of device updates is not controlled and an epoch here is defined as
the sum of the number of data points on a device each time a device commu-
nicates with the parameter server, divided by the total number of data points.
For the MNIST dataset, the number of epochs needed to reach 98% accuracy
increased by a factor 4.5 ± 0.4 and 55 ± 5 for the balanced, i.i.d. and unbalanced
non-i.i.d. distributions, respectively. For the CIFAR-10 dataset, the number of
epochs needed to reach 60% accuracy increased by a factor ∼10 and ∼120 for
the balanced i.i.d. and unbalanced non-i.i.d. distributions, respectively.

Comparing synchronous vs asynchronous schemes In Figure 2, we com-
pare the test accuracy as a function of the number of communication rounds
and wall-clock time for the asynchronous and synchronous aggregation schemes
using the MNIST dataset. Each of the simulated edge devices were provisioned
with the same resources. The hyper-parameters that affect the runtime (e.g.
batch size, local epochs processed) were held jointly constant. For the balanced,
i.i.d. and non-i.i.d. data, the performance was similar in terms of communica-
tion rounds and wall-clock time. For the balanced, non-i.i.d. data, the increased
variance of the test accuracy shows the tension between local and global opti-
mization of the model parameters. For the unbalanced, non-i.i.d. data, the edge
devices with fewer data points communicated more often with the parameter
server; the local processing time was linearly proportional to the number of data
points. This resulted in factor of 5 ± 1 decrease in wall-clock time to reach 95%
test accuracy for the asynchronous approach, in spite of the slower convergence
as a result of the skewed update rates.
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Fig. 2. Asynchronous vs synchronous federated learning for different data distribu-
tions as a function of communication rounds (defined as any 100 devices communicat-
ing once) and wall-clock time. The grey shaded area shows the standard error from
three repetitions with data sampled from the underlying data distribution drawn from
MNIST. The asynchronous aggregation weighting was 0.1, batch size was 10, local
epochs (E) was 5, learning rate (with vanilla SGD) was 0.05.
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Heterogenous device performance In a realistic deployment of federated
learning, devices may join part-way through a training run, or edge devices
may process data locally at substantially different rates. We examined this by
partitioning the data into two groups of edge devices, each containing only half of
the total labels. At the start, 50 edge devices with half the labels (0-4) from the
MNIST dataset started training. As expected, the test accuracy reached close
to 50%. At either 1000 or 5000 communication rounds, 50 edge devices with the
remaining labels (5-9) joined, as shown in Figure 3A. For the balanced, i.i.d. data,
the test accuracy converged immediately, albeit with significant hisgh-frequency
oscillations in the test accuracy. For the unbalanced, non-i.i.d. data, the test
accuracy ‘plateaued’, only increasing after a significant (and highly variable)
delay when devices joined after 1000 communication rounds. In the experiments
where the devices joined after 5000 communication rounds, the test accuracy
remained at ∼50% after 15 500 communication rounds.

A B

Fig. 3. A New labels joining during training, either after 1000 communication rounds
(blue dashed line, blue and green curves) or after 5000 communication rounds (red
dashed line, red and cyan curves) with the MNIST dataset. B Robustness of results
to communication delays, where 90 of 100 edge devices (nodes) are slowed down by a
factor of 10 or 100 compared to a baseline of all 100 edge devices running or only 10
edge devices running on the MNIST dataset.

Figure 3B shows that the asynchronous scheme is robust to different process-
ing speeds of the edge devices. Out of 100 devices, 90 were delayed by a factor
of 10 or 100, which was compared to a baseline set of experiments where 100
devices ran normally, and an experiment where only 10 out of 100 edge devices
(i.e. 90 devices have a delay that tends to infinity). The delayed-processing ex-
periments converged between these two baselines, irrespective of the frequent
and disruptive ‘stale’ parameter updates.

Image-based geolocation via edge learning Finally, we evaluated the fea-
sibility of applying asynchronous federated learning to a challenging geospatial
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application: image-based geolocation. Here we predict the camera’s position and
orientation from a set of images using a large convolutional neural network. We
modified DenseNet121 [1], pre-trained on the ImageNet-1k dataset, with a 2048-
neuron regression module [4]; the number of parameters is ∼4 times smaller than
the Inception-v3 architecture and the DenseNet model has lower error. The train-
ing and test images are from the King’s College dataset [4]. The training data
was randomly partitioned into 15 edge devices, with about 80 images per device.
Quantitatively, we see the same behaviour as with the MNIST and CIFAR-10
datasets, where the convergence rate is slightly slower than on a single device,
but the results eventually converge to similar accuracy as a non-federated model
— here the minimum mean position error on the test data was 1.87 m.

Fig. 4. Image-based geolocation of the King’s College dataset where the data was
randomly partitioned into multiple simulated edge devices (15 nodes/edge devices)
and where all the data was partitioned on a single device (solid blue line). The learning
rate was 10−4, batch size was 16, momentum 0.9, 5 local epochs processed, ADAM
used as the optimizer, and the asynchronous aggregation weighting was 0.2.

3 Discussion and Outlook

We compared federated learning to training on a single-device without data
constraints. We note that the slower convergence rate, in terms of epochs, is
overcome, in terms of wall-clock time, by the parallelism inherent in federated
learning. We did a detailed comparison between federated synchronous and asyn-
chronous learning, where we found similar performance for balanced datasets
with edge devices operating at the same speed. With the unbalanced dataset,
the wall-clock performance of the asynchronous algorithm for the MNIST dataset
was superior. Note that the specific performance is dependent on the non-linear
scaling of the model accuracy vs the size of the dataset and any correlation be-
tween the update rate and data distribution. Further work is required to develop
a principled approach for optimal aggregation based on desired optimization
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metrics (wall-clock time, local processing time, communication rounds), data
and device-profile distributions, and additional resources like back-up workers.

We found that the asynchronous scheme had a graceful mode of failure; as
the devices slowed down, the performance transitioned from a baseline of all
devices operating normally to a baseline of only a subset of devices participating
in training. The stale gradient updates from slow devices did not perturb the
global parameter set sufficiently to prevent training. In contrast, edge devices
with a subset of labels joining part-way through training did negatively affect
the model convergence when the data was unbalanced, non-i.i.d. Interestingly,
the test accuracy significantly lagged the moment when new devices joined. The
increase in representational capacity of the models appears highly non-linear,
akin to a phase transition for edge devices with non-i.i.d. data.

Finally, the image-based geolocation results demonstrate that federated learn-
ing is possible with a state-of-the-art convolutional neural network. We observed
qualitatively similar trends in terms of convergence rate to the simpler MNIST
and CIFAR-10 datasets. Taken together, federated learning represents a novel,
scalable way to learn a location embedding on the ‘edge’. Training models on
edge devices such as autonomous cars is a possible route to the creation of a
machine-learned, continuously updated representation of the world; a map.
Disclosure The authors disclose they have filed a patent based on this work.
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